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In the editorial in the fall issue of ElectronicsCooling, my good friend and colleague Cle-
mens Lasance wrote, “It is the privilege of an editor to discuss any subject that comes 
to mind, as long as it is (remotely) linked to the theme of the journal.” So, as the editor 

responsible for this issue of the magazine, I want to avail myself of this privilege.
As I contemplate what I want to write, it is with the realization that when you read these 

words, we will have come to the end of another year. Even more significantly for me, it is 
also with the realization that this will be my last opportunity to communicate with you, 
the readers, from this forum. This is because after much deliberation, I have decided to 
leave ElectronicsCooling. 

Naturally, as I progressed through my decision process, my thoughts turned back to 
the many years that I have been associated with the magazine. I first joined the editorial 
staff in December 2000 at the invitation of the then editor-in-chief, Kaveh Azar. Although 
I have served 11 years as an Associate Technical Editor, in a sense my association goes back 
as much as 15 years, when I contributed my first article to the magazine for the May 1996 
issue. I still remember the article very well, its title was “Direct Liquid Immersion Cool-
ing for High Density Micro-Electronics” and it drew upon my many years of experience 
in this area at IBM. For those who may be interested, the article is still available on the 
ElectronicsCooling website by searching “direct liquid immersion simons.” So, I owe a debt 
of gratitude to my longtime friend Kaveh, for his invitation to submit that first article (as 
well as some subsequent articles) and especially for inviting me to join the editorial staff. 

Many of you may be aware from my Calculation Corner article “A Useful Catalog of 
Calculation Corner Articles” in the September 2011 issue, that I have shared the writing of 
this column with my friend and colleague Bruce Guenin, almost since when I first joined 
the editorial staff. I have found it both challenging and interesting to come up with suitable 
analysis topics of interest to readers and amenable to explanation in two to three pages. 
I hope that you have found them as interesting to read as it has been for me to prepare 
and write. I have always derived a great sense of satisfaction when at a conference such as 
SEMI-THERM, readers would introduce themselves to me and tell me how much they 
liked and how useful they found the Calculation Corner articles. I want to sincerely thank 
those readers for having done so. 

As you may have gathered from my words so far, I have truly enjoyed my years of working 
on the magazine and I have derived a true sense of accomplishment from the fruits of our 
(i.e. my co-editors and myself) labor. I particularly enjoyed my close working relationship 
with my fellow editors (Clemens Lasance and Bruce Guenin who I have already mentioned 
and Jim Wilson) over all these years. I have known them not only through our association 
as co-editors, but even before that through the many SEMI-THERM Symposia in which 
we were involved. I regard each of them not only as first-class thermal professionals, but 
equally importantly, as friends. 

So, you may be wondering why I have chosen to leave at this time. As has been said by 
others and in particular Kaveh Azar when he gave up his position as editor-in-chief, “Every 
good thing must come to an end.” My decision is one that has been brewing for some time 
now. I find that between my engineering work, as well as other activities I would like to 
pursue during my leisure time, I simply no longer have the amount of time to devote to the 
magazine as the position of associate technical editor warrants. 

In case you are wondering who will take over my position on the editorial staff, it has not 
yet been decided. In any event, I am confident that whoever is chosen will do a first-class job 
in contributing to the fine reputation ElectronicsCooling magazine has earned over the years.

In closing, I want to extend my personal thanks to you, our readers. It is your interest 
and support that has helped ElectronicsCooling to become the premier publication of the 
electronics cooling community it is today. In particular, I want to single out for recognition 
and thanks, the many readers over the years who have contributed articles for publication in 
the magazine. It is these articles that make up the content and substance of the magazine.

So, thank you all! 

Editorial

ITEM™

Looking Back

Robert Simons  
Editor-in-Chief, December 2011 Issue

Editorial_ECD11.indd   2 11/14/2011   4:06:10 PM

http://www.electronics-cooling.com
mailto:bruce.guenin@oracle.com
mailto:resimons@att.net
mailto:jsw@raytheon.com
mailto:info@electronics-cooling.com
http://www.electronics-cooling.com
mailto:psalotto@electronics-cooling.com
mailto:editor@electronics-cooling.com
mailto:bpoust@electronics-cooling.com
http://www.electronics-cooling.com


Ads__ECD11.indd   3 11/11/2011   12:33:12 PM



4     ElectronicsCooling    December 2011

Figure 1. Simple heat sink.

changer theory can be found in most heat transfer textbooks 
[3]. While the theory was mostly developed to deal with two 
fluids, a bounding case where one of the fluid temperatures 
did not change (such as with condensation or evaporation) 
simplifies the equations and can be representative of heat sinks 
used to cool electronics. A uniform temperature for Tsurf is only 
an approximation but useful for illustration. Heat exchanger 
analysis frequently uses what is known as the effectiveness-
NTU method where the effectiveness represents the actual 
heat transfer divided by the maximum possible heat transfer. 
The NTU, or Number of Transfer Units, is a dimensionless 
parameter that relates the heat transfer convective resistances 
to the coolant flow heat capacity. While the details are beyond 
the scope of this short column, a typical heat sink (or cold 
plate) can be described with the following equations (assuming 
that the simplifying assumption of one surface temperature 
is reasonable).

1  Actual heat transfer = Ccool*(Tcool-out – Tcool-in); 
        (Ccool is the mass flow times the heat capacity for the coolant)
2 Maximum possible heat transfer = Ccool*(Tsurf – Tcool-in)
3 Effectiveness = E = (Tcool-out – Tcool-in)/ (Tsurf – Tcool-in)
4 Effectiveness = 1 – exp(-NTU), where NTU = hA/Ccool

At this point, someone used to using resistance based 
concepts for heat sinks might ask why go to all this trouble. 
The reason for thinking about the problem in these terms is 
the form of equation 4 which is shown graphically in Figure 
2. Note that if we want to increase the effectiveness of our 
heat sink we need to increase NTU. One way to increase the 
NTU term is to decrease the coolant heat capacity but while 
our effectiveness increased, the resulting temperature for the 
surface may not be acceptable. The other way is to increase 
the hA term which means either larger area or a higher effec-
tive heat transfer coefficient. The engineering challenge is to 
minimize the decrease in effectiveness as coolant flow rates 
increase. Note that the limit is when the surface temperature 

As far as history goes, the field of electronics cooling does 
not have a very long past. A rather quick look through 
my personal reference material that is strictly geared 

towards cooling electronics had at the earliest some US Navy 
documents from the 1950s [1]. Comparing the solution tech-
niques available today to those available then shows that we 
have both much better tools and harder problems (although 
I still like to refer to the suggested heat transfer coefficient 
value of ~10 W/m2-K for natural convection when not much 
else is known). Perhaps because of the shorter history and 
the tendency of engineers working in this field always being 
exposed to the latest and greatest electronics, the electronics 
cooling community sometimes doesn’t venture out and learn 
from related fields. When we start solving problems without 
doing significant research, we can live in a fairy tale world 
where we think that our problems are strictly unique to us. 
There can be a benefit of taking some time to examine the past 
and finding out that other smart engineers have often looked 
at similar problems and may have relevant information that 
would help us with understanding.

The use of heat exchanger theory provides a good example 
where there is a possible benefit from thinking about the prob-
lems we are solving from more than one viewpoint. Consider 
the simple illustration of a heat sink shown in Figure 1. Heat 
sink suppliers and designers, especially in air cooled electron-
ics, like to use a thermal resistance type description such as

Rth = 1/hA = (Tsurf -Tcool-in)/q 

Since the resistance can vary with the coolant velocity, in-
formation about how Rth varies with velocity may be provided. 
The coolant temperature of reference is the inlet temperature. 
While this approach is convenient, there isn’t much need to 
think about using a minimum amount of coolant and other 
constraints such as noise and prime power to move the cool-
ant may dictate the flow rate. Engineers that come from an 
avionics background typically consider that the coolant will 
change temperature as the waste heat is added. Often, the 
coolant flow rate is specified in terms of flow rate per KW of 
heat such that the temperature rise of the coolant from inlet 
to exit is constant for different electronic assemblies. The 
mindset is to use the coolant as efficiently as possible because 
additional coolant is either not possible or very expensive. One 
of the potential benefits of applying heat exchanger theory to 
electronics cooling is that it can provide one way of looking 
at efficiency. 

Moffat [2] provides a good discussion on heat exchanger 
theory applied to air cooled heat sinks and general heat ex-

Heat Sinks, Heat Exchangers, and History

Jim Wilson
Associate Technical Editor

thermal facts and fairy tales
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Figure 2. Plot of equation 4.

and the coolant exit are at the same temperature, or the 
system has an effectiveness of 1. This limit is formally only 
for a constant temperature boundary condition (as opposed 
to uniform flux or mixed boundary condition) and is only a 
theoretical maximum, but it does provide a basis for compari-
son. More complex systems such as cold plates with multiple 
heat sources or significant coolant temperature variation 
may require more detail to assess but the general trends are 

similar. Historical electrical analogy treatment of cold plates 
(typical in avionics) sub-divides the problem into zones and 
accounts for the coolant rise but make the assumption that a 
heat transfer coefficient relative to a local coolant temperature 
is known. Some heat sink resistance calculations add in a “fluid 
resistance” but the reader is cautioned that this terminology 
can be problematic [2].

We are often asked to help design more efficient systems but 
sometimes the definition of efficient is vague. From the per-
spective of coolant in and out temperatures, the heat transfer 
process is 100% efficient and the heat ended up in the coolant. 
However, the real question may be, can the cooling job be 
accomplished with a lower flow rate and still have acceptable 
temperatures? Thermal engineers can participate and even 
lead discussions on developing even more efficient systems but 
we benefit when we look at problems from multiple viewpoints 
and even venture out into the research from related fields.

 
RefeRences
1. Bureau of Ships NavShips 900,190, Guide Manual of Cooling Methods for 

Electronic Equipment, 1 November, 1956.
2. Moffat, R, “Modelling Air-Cooled Heat Sinks at Heat Exchangers,” Elec-

tronicsCooling, February 2008.
3. F. P. Incropera & D. P. DeWitt 1990 Fundamentals of Heat and Mass Trans-

fer, 3rd edition, Wiley, New York.  l
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The meteoric rise in cooling requirements of commercial 
computer products has been driven by an exponential 
increase in microprocessor performance over the last 

decade. The conventional way to cool microprocessors has 
been to utilize air to carry the heat away from the chip, and 
reject it to the ambient. Air cooled heat sinks are the most 
commonly used air-cooling devices with the highest per-
formers incorporating heat pipes or vapor chambers. Such 
air cooling techniques are inherently limited with respect 
to their ability to extract heat from semiconductor devices 
with high heat fluxes as well as carry heat away from server 
nodes that have high power densities.  Thus, the need to cool 
future high heat load, high heat flux electronics mandates 
the development of low thermal resistance and highly energy 
efficient thermal management techniques, such as liquid 
cooling using cold plate devices.

Liquid cooling of electronics is not a new technology. The 
need to further increase packaging density and reduce signal 
delay between communicating circuits led to the develop-
ment of multi-chip modules beginning in the late 1970s. The 
heat flux associated with bipolar circuit technologies steadily 
increased from the very beginning and really took off in the 
1980s [1]. IBM had determined that the most effective way 
to manage chip temperatures in these systems was through 
the use of indirect water-cooling [2]. Several other mainframe 
manufacturers also came to the same conclusion [3-7]. The 
decision to switch from bipolar to Complementary Metal 
Oxide Semiconductor (CMOS) based circuit technology in 
the early 1990s led to a significant reduction in power dissi-
pation and a return to totally air-cooled machines. However, 
this was but a brief respite as power and packaging density 
rapidly increased, matching then exceeding the performance 
of the earlier bipolar machines. These increased packaging 

  

Design Considerations for High Performance 
Processor Liquid Cooled Cold Plates
Michael J. Ellsworth, Jr. and Levi A. Campbell
IBM, Poughkeepsie, New York, USA

densities and power levels have resulted in unprecedented 
cooling demands at the package, system and data center levels 
necessitating a return to water-cooling [1, 8-9].

This article focuses on some of the design trade-offs as-
sociated with the processor cold plate. Two general types of 
cold plates are considered: a relatively high performance, 
high cost machined copper cold plate and a relatively low 
performance, low cost copper tube embedded in aluminum 
cold plate. Thermal performance in the context of the product 
application is also addressed.

CoLD PLATE DEsCriPTions
A summary of the cold plates under consideration in this ex-
ercise can be found in Table 1.  Cold plates (1), (2), and (3) are 
copper blocks with rectangular channels for the water to flow 
through. Cold plates (1) and (2) have 0.5 mm wide channels 
while cold plate (3) has 0.25 mm wide channels. Cold plate 
(1) is a 3-pass flow design in that flow passes sequentially 
through 3 groupings of channels (Figure 1); each with a third 
of the total number of channels. By contrast, cold plates (2) 
and (3) are 1-pass flow designs; water flows through all the 
channels in parallel. Cold plates (2) and (3) are shown in plan 
view (transparent to show channels and fins) in Figure 1.  Also 
depicted in Figure 1 is cold plate (7) with pin fin geometry. 

Cold plates (4), (5), and (6) are comprised of 6.35mm (¼”) 
outside diameter (OD) copper tubes embedded in an alumi-
num or copper plate. Cold plate (4) has its tubes flattened 
slightly to provide favorable thermal contact with the module 
lid. The formed tube cross section can be seen in Figure 2. 
The tubes in cold plates (5) and (6) are flattened to a greater 
degree for increased thermal performance: a greater fraction 
of the module lid area is in contact with the copper tubes along 
with a reduced hydraulic diameter for increased convective 

heat transfer. The price of this enhancement is 
increased pressure drop. Note, however, how 
inexpensive the copper tube cold plates (4), 
(5), and (6) are in comparison to the machined 
copper cold plates (1), (2), (3), and (7). The 0.25 
mm channel cold plate (3) is by far the most 
expensive as it required wire electrical discharge 
machining (EDM) to form the channels. 

AnALysis rEsuLTs AnD DisCussion
Conjugate thermal analyses were performed on 
the cold plates described in the previous section 
using a commercially available computational 
fluid dynamics code [11]. In order to objectively 
compare cold plate thermal performance, a uni-

technical brief

Cold Module Width Height Dh (*) Length Width
Plate Description Application mm mm mm mm mm

(1) Machined Cu, 0.5 mm channels,         
3 pass flow A 0.5 8 0.94 48 48 7.5

(2) Machined Cu, 0.5 mm channels,           
1 pass flow B 0.5 6.5 0.93 45 45 7.5

(3) Machined Cu, 0.25 mm Channels,            
1 pass flow A 0.25 5 0.48 ~48 ~48 21.9

(4) 1/4" OD formed Cu tube pressed in 
aluminum Plate B N/A N/A 2.76 45 45 1.0

(5) 1/4" OD formed Cu tube crushed in 
aluminum Plate B N/A N/A 1.81 45 45 1.3

(6) 1/4" OD formed Cu tube crushed in 
Cu plate B N/A N/A 1.81 45 45 1.7

(7) Molded Copper Off-Set Pin Fins A N/A N/A 1.03 48 48 5.0

Channel / Tube Dimensions
Cold Plate Active         
Base Dimensions

Relative 
Cost

Table 1. Cold plate description summary. 
 
* Dh = 4A/P, where A is the cross-sectional area of the channel and P is the wetted perimeter. 
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Figure 3. Cold plate convective unit thermal resistance (R”conv) as a function of 
volumetric flow rate.

form heat flux boundary condition was applied to each cold 
plate’s active cooling area, which is defined for the purposes 
of this comparison as the cold plate area which is conduction 
coupled to the module lid by a thermal interface material 
(TIM). The cold plate thermal performance is defined by a 
total unit thermal resistance (mm2 C/W),

( )







 −
=

"
"

q
TTR inbase

total

       (1)  
where T base is the average temperature of the cold plate base 
active cooling area (oC), Tin is the water inlet temperature 
(oC), and q” is the heat flux applied to the cold plate base ac-
tive cooling area. R”total, which captures both convective and 
advective heat transfer behavior, does not completely capture 
the true nature of the cold plate’s thermal performance. The 
copper tube cold plates, having larger characteristic dimen-
sions, rely on transitional or turbulent flows to achieve heat 
transfer performance while the machined cold plates with 
smaller characteristic dimensions rely on large wetted areas 
to achieve performance. Since the two types of cold plates 
compared in this study have very different pressure drop 
characteristics, implementations of the two types would 
necessarily require disparate flow rates (high flow rates for 

the formed tubes, and much lower flow rates for the small 
machined channels). The thermal resistance calculated in 
equation 1 includes the temperature rise of the fluid within 
the cold plate implicitly. Consider a micro-scale channeled 
cold plate, with extremely enhanced area but a high pressure 
drop and a pressed tube cold plate, both having equivalent 
thermal performance at the module level. For this to be true, 
the microchannel cold plate would have to be at a low flow 
rate, and the pressed tube at a relatively high flow rate; 
clearly most of the thermal resistance of the microchannel 
in this case is temperature rise of the fluid, whereas in the 
pressed tube the resistance is dominated by the heat transfer 
coefficient on the tube walls and the available area. To better 
observe this differing behavior, we also compare the cold 
plates by their convective performance only, and so define a 
convective unit thermal resistance (mm2 C/W),

 















−=

•

p

totalconv
Cm

RR
2

1 ""

         (2) 
where 

•
m  is the water mass flow rate (kg/s) and Cp is the wa-

ter specific heat (J/kgK).

Figure 1. Plan (transparent) view; machined copper cold plates (1), (2), and (3) 
along with molded copper pin fin cold plate (7). 

Figure 2. Cold plates with ¼” OD copper tubes embedded in aluminium or 
copper plates.

Figure 4. Cold plate pressure drop as a function of volumetric flow rate.

technical brief
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The convective performance of the cold plates is depicted 
in the graph in Figure 3. The machined (plus pin fin) cold 
plates achieve a high level of performance with relatively little 
flow.  The slightly formed copper tube cold plate (4) performed 
the worst with comparable behavior to the machined cold 
plates only at much higher flows. The crushed tube (5) and 
(6) faired much better although the resulting pressure drop, 
seen in Figure 4, is an order of magnitude higher than that 
associated with the 0.5 mm channel cold plates (1) and (2) or 
the slightly formed copper tube cold plate (4). 

It is also useful to compare the cold plates using the total 
resistance as a function of flow power (Figure 5) to capture 
the convective and advective resistance as well as the pump-
ing power cost associated with the varying flow rates and 
pressure drops inherent to these different geometries. Flow 
power (W) is defined as,   

VPPflow ×∆=
      (3)

where P is pressure drop (Pa) and V  is volumetric flow rate 
(m3/s). Clearly, the higher pressure drop, higher flow cold 
plates required much higher flow power (2 orders of magni-
tude in some cases).

Finally, consideration must also be made to how the cold 
plate performs in the actual product application. Several of 
the cold plates in this study were incorporated into two dif-
ferent product module applications (depicted in Figure 6). The 
cold plate thermal resistance in the context of the module 
application is determined by

( )







 −
=

q
TT

R inpr
prod      (4) 

 
where Tpr is a point reference temperature on the cold plate 
base corresponding to the x-y center of the processor and 
q is the total processor heat load. This thermal resistance 
is compared to the thermal resistance resulting from the 
uniform heat flux boundary condition previously discussed 
and is defined as

mod

"
A
RR total

UHF =
      (5) 

 
where Amod is the module lid (active) area. By graphing in 
Figure 6 the ratio of these resistances, (RUHF / Rprod), it can be 
seen that the actual performance can be considerably less (by 
a factor of 2) than the idealized uniform heat flux case; the 
RUHF / Rprod metric as shown represents an efficiency, where 
values less than 100% indicate to what extent the final design 
under-performs the idealized uniform heat flux case. The 
magnitude and variation with flow will vary with cold plate 
type and module application. One interesting feature of these 
packages is that as the overall thermal resistance of the pack-
age decreases, less spreading is taking place in the lid and cold 
plate base; conversely, as the cold plate resistance increases, 
the heat flux from the lid becomes more uniform. In the 
case of a laminar flow cold plate, such as (1) and (7), the heat 
transfer coefficient between the channel walls and the coolant 
is not a function of flow rate; only the advective resistance is 
affected by increasing flow, resulting in a characteristic RUHF/
Rprod that decreases as flow increases. Alternatively, a cold 
plate with a larger hydraulic diameter and higher flow rates 
can be in transitional or turbulent flow, such as cold plates 
(4), (5), and (6); with transitional and turbulent flows the heat 
transfer coefficient between the tube walls and the coolant 
increases with increased flow rate, lowering the resistance of 
the path from the lid through the interface to the cold plate 
base and into the side walls of the tube.

ConClusions
Two differing cold plate technologies for cooling processor 
modules have been compared. The following observations 
and conclusions can be drawn from the analysis results 
presented herein:
1.  Cold plate thermal resistance performance, whether inclu-

sive or exclusive of advective resistance, does not translate 
to a better design (i.e. one that most closely satisfies all of 
the design constraints of pressure drop, cost, and thermal 
performance). A more costly cold plate does not guarantee 
a better design.

Figure 6. Comparison of the uniform heat flux cold plate thermal resistance to 
its thermal resistance in a product application. 

Figure 5. Cold plate total unit thermal resistance (R”total) as a function of flow 
power.

technical brief
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2.	 	The	entire	system	design	must	be	taken	into	account	when	
designing	/	specifying	a	cold	plate.	Choices	at	the	system	
level	can	elevate	design	requirements	on	the	cold	plate	
(i.e.	allow	for	a	lower	performance	/	lower	cost	design).	
Specifically,	 given	 a	 thermal	 resistance	 target	 that	 can	
be	 met	 with	 a	 low	 flow,	 expensive,	 high	 pressure	 drop	
cold	plate	or	a	high	flow,	inexpensive,	low	pressure	drop	
alternative,	the	coolant	routing	within	the	system	(parallel	
versus	serial	paths,	for	example)	and	the	available	pump	
performance	are	key	to	the	cold	plate	selection.

3.	 	Cold	plate	thermal	resistance	based	on	a	uniform	heat	flux	
(UHF)	boundary	condition	can	not	be	applied	directly	to	
a	product	application	specification.	Performance	 in	the	
product	application	can	be	very	different	from	what	the	
UHF	resistance	would	suggest.
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two simplifying assumptions were made: 1) heat fl ow to the 
package substrate and to the PCB is neglected and 2) the cool-
ing eff ect of heat sink fi ns is represented by the application 
of a suitable heat transfer coeffi  cient directly to the heat sink 
base. Hence, the only components explicitly represented in 
the model are the die, TIM1, lid, TIM2, and the heat sink base 
(where TIM = � ermal Interface Material).

A further simplifying assumption for Part 1 only of this 
article is that the width of all components is equal to that of the 
die, making the heat fl ow one-dimensional. � is will simplify 
the task of evaluating the relative accuracy of the analytical 
and numerical multi-stage RC models.

FINITE ELEMENT ANALYSIS SOLUTION
Assumptions

Figure 2a depicts the solid model representing the fi ve 
aforementioned components. It is a one-quarter model, be-
cause of the symmetry in the component geometry, heat load, 
and boundary condition. In the subsequent text, comments 
regarding up and down directions (or top and bottom) in the 
component stack-up are made with reference to this fi gure.

� e quantitative assumptions of the model are listed in 
Tables 1, 2, and 3. Note that the stated values of die width, 
thickness of the all components,  material composition, and 
thermal resistance are consistent with those in the recent 
articles [2, 3]. Diff erences involve the width of the lid, TIM2, 
and heat sink base, and value of heat transfer coeffi  cient, h. 
� e current value of h is much larger than the ones assumed 
in the cited articles. It was chosen to produce a value of heat 
sink-to-air thermal resistance comparable to those in the ear-
lier work despite having a much smaller surface area for heat 
removal. All material properties are assumed to be indepen-
dent of temperature. Note that, for convenience, the ambient 
temperature was assumed to equal zero. Hence, the reported 
component temperatures correspond to the temperature rise 
with respect to the ambient. � e power is assumed to increase 
in a stepwise fashion from 0W to 1W at time 0.

Results
� e results of the FEA solution are shown in Figures 2 and 

3. Figure 2a shows the thermal contour maps for elapsed times 
in the range 2E-7 to 100 seconds. As expected, the heat fl ow 
is one-dimensional.  Interpretation of the contour plots is as-
sisted by Figure 2b, which attempts to capture the spatial and 
temporal variations of temperature in the model. It plots the 
temperature for each node at a given z-axis location for each 
FEA solution illustrated in Figure 2a. (� e z-axis is assumed 
to have an “up” orientation).

There is an increasing need for calculating integrated 
circuit temperatures during conditions of changing 
chip power. Varying computer workloads and the imple-

mentation of power-saving strategies are leading to greater 
variability in chip power levels than in the past. As reliability 
requirements get more stringent there are growing concerns 
about the eff ect of temperature changes on die and package 
integrity. � e latest JEDEC standard for measuring the junc-
tion-to-case thermal resistance uses a transient method [1].

� is article seeks to provide greater insight into transient 
thermal phenomena in high-power IC packages and examines 
a number of approaches for predicting transient thermal 
behavior.

OVERVIEW 
� is work extends the eff ort described in two recent in-

stallments of this column devoted to the steady-state thermal 
analysis of high-power IC packages attached to heat sinks [2, 3].   

� e present eff ort is also divided into two parts. Part 1 
focuses on nuances of transient heat transfer and explores 
three diff erent methodologies using a simplifi ed model of the 
package and heat sink.

Part 2 will extend this analysis to more practical examples 
such as those treated in the recent columns as well as the 
JEDEC junction-to-case thermal resistance test. It will be 
published in the Spring 2012 issue.

� is article explores three analysis methods: 1) fi nite ele-
ment analysis (FEA), 2) an analytical, multi-stage RC model, 
and 3) a numerical, multi-stage RC model (RC = Resistor Ca-
pacitor). A commercial code was used to implement the FEA 
work [4]. Methods 2 and 3 were implemented in spreadsheets.

� e current analysis assumes the same package construc-
tion as in the recent columns, namely a high-power IC package 
attached to a heat sink, as depicted in Figure 1. In this model, 

Transient Modelling of a High-Power IC Package, 
Part 1
Bruce Guenin 
Associate Technical Editor

calculation corner

Figure 1. Diagram of high-power package attached to a heatsink.  Components in 
bold color are explicitly represented in the model. Those in a faint color are part 
of the physical assembly, but are not represented in the model.
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Figure 2a and 2b. Results of FEA transient thermal calculations: (top) a) solid 
model and overlaid temperature contours calculated at elapsed times of 2E-7 
sec. to 100 sec. (bottom) b) Plot of nodal temperature vs z coordinate at different 
values of elapsed time.

Clearly, the temperature rise at all levels in the model pro-
ceeds most rapidly in the early portions of the time interval 
explored. � e steady state is nearly achieved after only 8.5 
seconds. � ere is only a slight further increase in temperature 
after 100 seconds have elapsed.

Most of the temperature rise occurs within the TIM layers 
and at the heat sink-to-air interface. In contrast, the tempera-
ture variation within the die, lid, and heat sink base is relatively 
small. Hence the thermal behavior of the package/heat sink 
stack can be effi  ciently captured by tracking the temperature 
of nodes at the top of the die, lid, and heat sink base.

Figure 3a is a linear plot of the temperatures at these three 
locations versus time. It displays the behavior normally ex-
pected in a transient thermal situation, with the rapid initial 
temperature rise as discussed in the context of Figure 2b. Un-
fortunately, since most of the graph represents time intervals 
during which the system is near or at the steady state, it is not 

the best vehicle for documenting the nuances of a transient 
thermal model.

In contrast, the log-log plot in Figure 3b expands the scale 
considerably in the very short time scales, down to 1E-7. It 
clearly shows that, up to approximately 5E-4 seconds, the 
only heat fl ow occurs within the die. Heat fl ow doesn’t reach 
the heat sink base until about 2E-3 seconds. Because of their 
advantages, log-log plots are used in the subsequent analyses.

LUMPED-PARAMETER THERMAL CIRCUIT MODELS
A further examination of Figure 2a indicates that there are 

alternating regions of diff erent transient behavior: 1) small 
thickness and large temperature rise (TIMs and heat-sink-
to- air thermal resistance) and 2) larger thickness and small 
temperature rise across them (die, lid, and heat sink base). � e 
fi rst class of regions has a dominant resistive behavior while 
the second exhibits capacitive behavior.

� e one-dimensional heat fl ow situation allows us to easily 
calculate the thermal resistance, R, and heat capacity, C, of 
each layer using the following formulas:

      (1)
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                 (2)

C = Specifi c Heat * Density * Volume             (3)

Table 4 lists the calculated values of RCONDUCTIVE and C for 

each component and for the heat sink base-to-air thermal 
resistance, RCONVECTIVE, are listed in Table 4.  e stated values 
confi rm the dominant behavior of each region as described 
above.  is suggests the possibility that a multi-stage RC cir-
cuit model could be used to represent the thermal behavior 
of the package/heat sink stack. Figure 4 represents a template 
for an RC ladder circuit that could be scaled to an arbitrary 
number of RC stages.

As indicated in the lower part of Table 4, it is possible to 
lump the various layers in the package stack-up into RC ladder 
models consisting of various numbers of stages.  e thermal 
resistance and heat capacity of each stage would each equal the 
sum of these parameters for each of the components lumped 
into that stage.  e thermal time constant for each stage 
equals the product of its total R and C values. It should be 
noted that up to 3 stages, the lumped elements are delineated 
by component interfaces. To create 4 stages, the die is divided 
into upper and lower parts. In the subsequent sections, these 
lumped parameter values are used for both analytical and 
numerical transient calculations. It should be noted that, as 
the number of stages is increased, the time constant for the 
fi rst stage (containing the die) gets smaller and smaller and, 
hence, should enable the model to better track the short-time-
scale transient behavior of the die.

ANALYTICAL MULTI-STAGE RC MODEL
Equation 4 provides a convenient method of calculating the 

transient behavior of the junction temperature, TJ, in response 
to stepwise increase in power from zero to a constant value, 
beginning at time = 0.  

            

                (4)
where ΘJA, the junction-to-air thermal resistance, is equal to 

the sum of all the Ri values and τi is the thermal time constant 
of the ith stage, equal to Ri*Ci.

Note that this equation is not an exact solution for this 
type of problem. However, it often provides adequate accuracy 
in situations such as the present one involving a multi-layer 
structure, with each layer having a signifi cantly diff erent 

calculation corner

Figure 3a and 3b. FEA transient analysis, temperature at 3 different locations versus time. a) linear plot. b) log-log plot. 
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each component and for the heat sink base-to-air thermal 
resistance, RCONVECTIVE, are listed in Table 4. � e stated values 
confi rm the dominant behavior of each region as described 
above. � is suggests the possibility that a multi-stage RC cir-
cuit model could be used to represent the thermal behavior 
of the package/heat sink stack. Figure 4 represents a template 
for an RC ladder circuit that could be scaled to an arbitrary 
number of RC stages.

As indicated in the lower part of Table 4, it is possible to 
lump the various layers in the package stack-up into RC ladder 
models consisting of various numbers of stages. � e thermal 
resistance and heat capacity of each stage would each equal the 
sum of these parameters for each of the components lumped 
into that stage. � e thermal time constant for each stage 
equals the product of its total R and C values. It should be 
noted that up to 3 stages, the lumped elements are delineated 
by component interfaces. To create 4 stages, the die is divided 
into upper and lower parts. In the subsequent sections, these 
lumped parameter values are used for both analytical and 
numerical transient calculations. It should be noted that, as 
the number of stages is increased, the time constant for the 
fi rst stage (containing the die) gets smaller and smaller and, 
hence, should enable the model to better track the short-time-
scale transient behavior of the die.

ANALYTICAL MULTI-STAGE RC MODEL
Equation 4 provides a convenient method of calculating the 

transient behavior of the junction temperature, TJ, in response 
to stepwise increase in power from zero to a constant value, 
beginning at time = 0.  

            

                (4)
where ΘJA, the junction-to-air thermal resistance, is equal to 

the sum of all the Ri values and τi is the thermal time constant 
of the ith stage, equal to Ri*Ci.

Note that this equation is not an exact solution for this 
type of problem. However, it often provides adequate accuracy 
in situations such as the present one involving a multi-layer 
structure, with each layer having a signifi cantly diff erent 

time constant from the others [5]. � e reader is directed to 
Ref. [6] for a more rigorous derivation of multi-stage thermal 
networks.

Figure 5 compares predictions of the analytical model 
with those of the FEA model (and the numerical model, to be 
discussed below). Obviously, increasing number of stages in 
the analytical model improves accuracy. � e calculation using 
the 4-stage analytical model is in good agreement with the 
FEA prediction. � e maximum discrepancy between them 
is 0.2˚C, occurring at time = 0.1 second.

NUMERICAL MULTI-STAGE RC MODEL
� e preceding analysis has demonstrated acceptable ac-

curacy using the analytical model. It has the virtue of being 
very easy to implement for a simple power on/power off  
situation. � e main problem, however, is that it becomes 
much more complicated to use it to calculate the eff ect of an 
arbitrary change in power on the junction temperature. � e 
normal approach to dealing with this situation is to perform 
a Laplace transform transfer function analysis, which can be 
quite challenging [6].

Numerical methods, such as the one described below, are 
more diffi  cult to implement initially. However, they can read-
ily be adapted to account for the eff ect of an arbitrary power 
waveform on the junction temperature.
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Figure 4. Diagram of multi-stage RC thermal network. 

Figure 5. Transient thermal results from 1-, 2-, 3-, and 4-stage analytical, FEA, and 
1- and 4-stage numerical models. Log-log plot of junction temperature vs time. 

Figure 6. Diagram indicating heat flow into and out of a single RC stage, for 
nodes i and i + 1 during time step j. 
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Methodology
Assume a series RC circuit containing the desired number 

of stages. 
 e heat fl ow from the junction to the ambient at 
a given value of instantaneous power can be calculated by 
discretizing time into suffi  ciently small steps, and applying 
the following procedure [7].

• At time < 0, zero power is applied to the die. 
 e 
temperature of all nodes is equal to that of the ambient. 

• For time ≥ 0, in a given time step, δt, a quantity of 
thermal energy is injected into the left side of the ladder net-
work by the die, as indicated in Figure 4.

• 
 is quantity of energy, Q, is equal to δt*P, where P 
is the instantaneous dissipated power.

• 
 e heat then propagates toward the right end of the 
network by fl owing through each stage in the network ladder.

• 
 e quantity of heat fl owing from nodes i and i+1 dur-
ing time step j is calculated with reference to Figure 6 using 
the following expression. It is directly proportional to the dif-
ference in the nodal temperatures and inversely proportional 
to the resistance, Ri. 

      (5)
• 
 e change in temperature at a given node i, during 

time step j, is calculated using the net heat remaining in the 
node and the heat capacity of that node according to the ex-
pression:

      (6)
• Finally, the temperature at node i can be calculated 

at the next time step, j + 1 from:
Ti,j+1 = Ti,j + ∆Ti,j    (7)
Once the updated temperatures are calculated for all nodes, 

then the process repeats by sequentially applying equations 
5, 6, and 7 to all nodes. It is repeated until the process steps 
though the time interval of interest.

Spreadsheet Structure

 e spreadsheet structure to perform this calculation as 

described above is shown in Table 5a. Note that the calcula-
tion requires a fi xed time step to converge. As we have seen, 
a transient solution can span several decades of time. 
 is 

spreadsheet uses a technique to deal with this effi  ciently. 
 ere 
are three diff erent sheets implementing the calculation with 
diff erent time steps: Sheet 1, 1E-6 sec.; Sheet 2, 1E-4 sec.; and 
Sheet 3, 1E-2 sec. 
 e calculation on each sheet begins at 0 
time and proceeds at diff erent rates per the chosen time step. 
Hence, Sheet 1 provides a much fi ner time resolution, suitable 
for the early portion of the transient. Each successive sheet 
lends itself to calculating the temperatures with a larger time 
step and, therefore, covering a larger span of elapsed time. 
 e 
calculated results from all the calculation sheets, at the desired 
time steps, can be readily aggregated on the “Summary” sheet 
(described below) for graphing and further analysis.

Note that the power in a given time step is entered directly 
into the appropriate cell in Column C. As such, it can be varied 
at any desired time step(s).

A spreadsheet for RC circuits with more than one stage can 
be generated by the following recursive process:

• To create a 2-stage model, copy the cell contents from 
the range: [Col E, row 2: Col G, last row] and pasting it into 
the range: [Col G, row 2: Col I, last row]. Re-label cells G2 and 
F2 as “R2” and “C2”, respectively. Input correct values of these 
parameters into cells G3 and F3.

• To create a 3-stage model from the 2-stage model, copy 
the cell contents from the range: [Col G, row 2: Col I, last row] 
and paste it into the range: [Col I, row 2: Col K, last row], etc.


 is spreadsheet has a fourth sheet described as the “Sum-
mary” sheet. Its structure is described in Table 5b. It uses the 

Figure 7a and 7b. Results of FEA transient analysis compared with equivalent numerical RC model. Temperature at different locations versus time: a) 3-stage 
numerical model. b) 4-stage. 

Figure 8. Results of 4-stage numerical RC model, with variable power:  junction 
temperature and instantaneous power vs time.
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nested formulas “INDIRECT(ADDRESS(row,col,,,sheet))” to 
access an arbitrary solution temperature on any of the calcu-
lation sheets, per the row and sheet inputs to the ADDRESS 
function, in columns A and B.   e present example only shows 
links to values on Sheet 1. However, as used by this author, 
these formulas are copied to many diff erent rows to selectively 
access calculated values from all of the sheets.

Results
Figure 5 compares the numerical results for the 1-stage 

and 4-stage models with both the FEA and analytical results.  
  e 1-stage results for the numerical and analytical methods 
are nearly identical.   e diff erence between them depends on 
the value of the time step. It was largest for the largest time 
step, equal to  1E-2.  In this case it is 5E-4˚C. Since the 1-stage 
analytical result represents an exact solution, this precise cor-
relation with the 1-stage numerical method is a confi rmation 
of its accuracy.

Figures 7a and 7b compare the 3- and 4-stage numerical 
results with the FEA solution. Clearly, the 4-stage method 
provides a calculation of the junction temperature that is in 
better agreement with the FEA result than either the 3-stage 
numerical or the 4-stage analytical result. 
  e lid temperature calculations for the 
numerical method are in good agreement 
with the FEA results.   e calculated heat 
sink base temperatures are in slightly 
worse agreement. It is likely that the agree-
ment could be improved by subdividing the 
heat sink base into an upper and lower half, 
as was done with the die.

Numerical 4-Stage RC Model with Vari-
able Power

  e 4-stage model, whose results with 
constant power are presented in Figure 7b, 
was modifi ed simply by manually chang-
ing the power level at selected time steps 
in Col C of Sheet 3. In some cases a linear 

function relating power and time was input.   e choices for 
instantaneous power were quite arbitrary and are intended 
mainly to exercise the numerical model.

  e results, extracted by the Summary sheet from Sheet 3 
only, are presented in Figure 8. As expected, the process for 
modifying the spreadsheet to accommodate the variable power 
input took only a few minutes. 

CONCLUSIONS
With a suffi  cient number of RC stages, both a simple ana-

lytical model and a straightforward numerical give adequate 
accuracy when accounting for a simple power on/power off  
situation with a typical high-power IC package. However, 
if there is a need to account for the eff ect of a time-varying 
power level, the use of the numerical model provides the more 
convenient path to a solution.

In Part 2, the numerical methods applied here to one-
dimensional heat fl ow situations will be extended to more 
typical situations involving diverging heat fl ows, using the 
methods recently developed in this column for steady-state 
thermal analyses of high-power packages.

REFERENCES
1. JEDEC Standard, JESD-14, “Transient Dual Interface Test Method 

for the Measurement of the Thermal Resistance Junction to Case of 
Semiconductor Devices with Heat Flow Through a Single Path.” Available 
for free download at www.jedec.com.

2. B. Guenin, “Thermal interactions Between High-Power Packages and Heat 
Sinks, Part 1,” ElectronicsCooling, Vol. 16, No. 4, Winter, 2010.

3. B. Guenin, “Thermal interactions Between High-Power Packages and Heat 
Sinks, Part 2,” ElectronicsCooling, Vol. 17, No. 1, Spring, 2011.

4. ANSYS®, Version 13.0
5. B. Guenin, “Simplified Transient Model for IC Packages,” ElectronicsCooling, 

Vol. 8., No. 3, August, 2002.
6. Y-L Xu, R. Stout, and D. Billings, “Electronic Package Thermal Response 

Prediction to Power Surge,” Proceedings, I-Therm Conference, May, 2000, 
366-371.

7. B. Guenin, “Transient Thermal Model for the MQUAD Microelectronic 
Package,” Proceedings SEMI-THERM X Conference, February, 1994, pp. 
86-95. ©

CalcCorner_ECD11.indd   17 11/14/2011   4:23:58 PM



Ads__ECD11.indd   7 11/11/2011   12:41:03 PM



Ads__ECD11.indd   31 11/11/2011   12:41:40 PM



Ads__ECD11.indd   29 11/11/2011   12:42:18 PM



Ads__ECD11.indd   19 11/11/2011   12:42:51 PM



22     ElectronicsCooling   December 2011

Thermal management is an increasingly important 
consideration in the development of power electronic 
systems. Electro-thermal simulation is required at the 

system level in order to ensure under realistic loads the fulfi ll-
ment of thermal requirements, which strongly infl uence the 
performance, reliability and effi  ciency. A signifi cant model-
ing issue is to obtain a compact but accurate thermal model 
needed for the system level simulation. We suggest an effi  cient 
methodology based on modern mathematical algorithms of 
model order reduction (MOR), and demonstrate the approach 
on a power MOSFET model.

ELECTRO-THERMAL SIMULATION
Electro-thermal simulation at system level is a combined 
simulation of electrical and thermal aspects of the system as 
schematically shown in Figure 1.

� e circuit model calculates power dissipation, which is 
used by the thermal subsystem to evaluate the temperatures. 
Temperatures in return infl uence the circuit parameters, thus 
requiring a two-way coupling.

� e thermal model in Figure 1 is a simple, lumped-element 
model. For general complex geometries, a more accurate, 
physical model in form of heat transfer partial diff erential 
equation is required:
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Figure 1. Simple electro-thermal simulation with conservative coupling between 
thermal and electrical subsystems. 
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where	K(r)	is	the	thermal	conductivity	in	W/m/K	at	the	posi-
tion	r, cp (r)	is	the	specific	heat	capacity	in	J/kg/K,	ρ(r)	is	the	
mass	density	in	kg/m3,	T(r,t)	is	the	temperature	distribution	
and Q(r,t)	is	the	heat	generation	rate	per	unit	volume	in	W/m3.	
Spatial	discretisation	(via	e.	g.	finite	element	method	-	FEM)	
of	 (1)	 results	 in	a	 large-scale	ordinary	differential	 equation	
(ODE)	system	with	n	equations	of	the	form:

FKTTE =+	 	 	 	 	 	 	 (2)
	
where	E Є Rnxn	 is	a	heat	capacity	matrix,	K Є Rnxn	 is	a	heat	
conductivity	matrix,	T Є Rn	is	a	vector	of	nodal	temperatures	
in	time	and	F Є Rn	is	a	heat	source	load	vector.	(1)	can	also	be	
considered	as	an	electrical	network	where	the	vector	T	will	
be	 equivalent	 to	 unknown	 voltages,	 the	 matrix	 E	 will	 be	 a	
capacity	matrix	and	the	matrix	K	the	resistance	matrix	(see	
[1]	 for	 methods	 to	 synthesize	 electrical	 networks).	 In	 both	
cases,	(2)	is	not	compatible	with	system	level	simulation,	as	
vector	T	usually	contains	several	hundred	thousand	degrees	
of	 freedom.	 The	 remedy	 is	 to	 apply	 modern	 mathematical	
algorithms	of	model	order	reduction	[2],[3],	which	enable	a	
formal	transformation	of	(2)	to	a	low-dimensional	ODE	sys-
tem	of	the	same	form	but	with	much	smaller	dimensions,	as	
described	in	the	following	section.	

Model order reduction
Model	order	reduction	is	an	area	of	mathematics	that	enables	
a	 formal	 approximation	 of	 the	 physical	 model	 and	 hence,	
the	generation	of	a	compact	model	suitable	for	system	level	
simulation	(see	Figure	2).
Model	order	reduction	starts	with	the	ordinary	differential	
equation	system	(2),	which	is	slightly	modified	as	follows

	 	 	 	 	 	 	 (3)
In	(3)	the	load	vector	F Є Rn from	(2)	was	split	into	a	product	
of	a	constant	input	matrix	B Є Rnxp	and	a	vector	u(t) Є Rp	of	p 
input	functions	(heat	sources)	and	a	second,	output	equation	
has	been	added.	The	output	equation	 in	 (3)	defines	certain	
linear	combinations	of	the	state	vector	T	that	are	of	interest	
for	the	particular	application	in	system	level	simulation.	This	
equation	has	to	be	defined	by	the	user.	Note,	that	in	a	case	

when	the	complete	temperature	field	is	required,	the	output	
matrix	C Є Rmxn	(where	m	is	the	number	of	outputs	of	interest)	
has	to	be	defined	as	a	unity	matrix.	

Model	reduction	is	based	on	an	assumption	that	the	“move-
ment	in	time”	of	a	high	dimensional	state	vector	T	can	be	well	
approximated	by	a	lower	dimensional	subspace	(ε	in	Figure	3	
should	be	small).	Such	subspace	is	defined	by	the	projection	
matrix	V.	Provided	this	subspace	is	known,	the	original	system	
can	be	projected	on	it,	as	shown	in	Figure	3.

The	definition	of	such	low	dimensional	subspace,	i.	e.	ma-
trix	V,	is	subject	of	a	particular	MOR	algorithm.	For	thermal	
systems,	we	propose	to	use	the	Krylov-subspace	based	Arnoldi	
algorithm	[7],	which	defines	the	projection	matrix	in	such	a	
way,	that	the	transfer	function	of	the	original	dynamic	sys-
tem	is	well	approximated	by	the	Taylor-series	of	the	transfer	
function	 of	 the	 reduced	 system.	 Mathematically	 speaking	
this	approach	belongs	to	the	Padé	approximation	and	is	also	
known	under	the	name	moment-matching	method,	where	the	
Taylor-series	 coefficients	 are	 called	 moments.	 The	 detailed	
description	 of	 the	 algorithm	 and	 the	 theorems	 proving	 its	
moment	matching	properties	can	be	found	in	[2][3]	and	[7].

For	 performing	 model	 order	 reduction	 of	 finite	 element	
models,	we	employ	the	software	tool	MOR	for	ANSYS	[4].	It	
reads	the	system	matrices	created	by	the	finite	element	simu-
lator	ANSYS	[5],	runs	the	Arnoldi	algorithm	and	writes	the	
reduced	system,	i.	e.	its	matrices,	Er, Kr, Br	and	Cr	(see	Figure	
3).	The	reduced	matrices	can	be	read	directly	in	Simplorer	[6],	
MATLAB/Simulink,	and	other	system	level	simulation	tools.	
It	is	also	possible	to	write	down	the	reduced	model	as	a	Spice	
model	or	a	template	for	the	use	in	VerilogA	and	VHDL-AMS.

electro-therMal SySteM SiMulation of a power 
MoSfet
The	self-heating	of	a	power	MOSFET	can	cause	a	significant	
temperature	rise	associated	with	temperature	gradients	and	
thermal	stresses	in	the	particular	device.	Thermal	cross-talk	
between	transistor	channels	as	well	as	temperature	dependent	
heat	generation	rates	will	accelerate	the	self	heating	phenom-
enon,	which	can	occasionally	even	cause	a	thermal	runaway	

Figure 2. The idea of model order reduction: automatic way from a finite element 
thermal model to electro-thermal simulation at the system level

Figure 3. Model order reduction as a projection of the system onto the low-
dimensional subspace, defined by the matrix V. Different MOR algorithms define 
V in different ways. The approximation is good if the error ε is small. For thermal 
models, E is the heat capacity matrix, K is the heat conductivity matrix, and F is a 
heat source load vector.  is a vector of nodal temperatures in time.
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instance. A good understanding of the electro-thermal behav-
ior of the power switch, electronic control unit and the load 
is a key for the system design. 

The model generation path and electro-thermal system sim-
ulation are demonstrated for a novel High-Side Switch device 
[8] with four independent channels. The device is packaged in 
a Small Outline IC (SOIC) package, which itself is assembled 
onto a printed circuit board. Figure 4 shows a model of the 
de-capsulated package (plastic molding compound removed) 
with the wire bonds connecting each transistor channel with 
its associated external lead fingers.

The corresponding electro-thermal system model (Figure 5) 
contains two distinct thermal submodels for power switch and 
printed circuit board (PCB), and five electrical submodels, one 
for each transistor channel and one for the light bulb. Thermal 
submodels have been extracted from the 3D-finite element 
models by means of model order reduction, as described in 
section 2. Power switch and PCB share one common node at 
the system level, which represents the thermal port between 
SOIC exposed pad and the adjacent PCB land pad. The PCB 
model also contains the heat convection of the system into 
the ambient air. 

The electrical transistor models are ready to consider dy-
namic self heating phenomena. In addition to the electrical 
IO/s, gate, drain and source, these models each contain one 
electro-thermal port T interconnecting electrical and thermal 
domains of the power switch. 

In Figure 6, the thermal response of a full-scale model and 
of a reduced order model of a single transistor is shown. The 
difference is less than one percent. Model reduction takes only 
80 s, while transient simulation with 60 time steps requires 
about 2000 s. At the same time, system level simulation lasts 
less than a second.
In the system level model shown in Figure 7 a single transistor 
has been loaded sequentially with one, two or three lamps. 
The light-bulb model is represented using an existing Spice 
model which was imported directly. In Figure 8 the junction 
temperatures are shown as functions of time for a different 
number of lumps. One can see that with three lumps the tem-

perature for short time of about 5 ms goes over 200 degrees 
Celsius. The thermal model considered in this study cannot tell 
us whether this is acceptable or not, but it demonstrates the 
need for transient electrothermal simulation. The stationary 
temperatures are acceptable for all three curves in Figure 8 
and only transient simulation can reveal that the temperature 
goes over the critical temperature.

More information can be found in [9] and [10].

ConClusion
We have shown that model order reduction is an efficient tool 
to automatically generate an accurate compact thermal model 
for power electronic devices. The advantages of the method 
are as follows:
•   The method uses the system matrices from the accurate 

finite element model directly.
•   The method is automatic. The user should set the di-

mension of the reduced model and define the outputs of 
interest. According to our experience the accuracy of one 
percent is achieved with 10-15 degrees of freedom per 
input.

•   The model reduction process is fast. The time for model 
reduction is comparable with that of a static solution and 
usually, depending on the chosen integration time step, 
shorter than a single transient run with the original finite 
element model.

Figure 5. Schematics of a power switch driving four light bulbs, only the first light 
bulb is shown, the other three are identically connected to T2, … , T4.

Figure 4. Solid model of the power switch, SOIC package mounted on PCB, 
de-capsulated.

Figure 6. Comparison of the transient thermal response of a transistor model: the 
reduced model order 30 vs. the original model order 300.000.
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Figure 7. Simulation model with bulb lamps.
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Data centers have been cooled for many years by deliv-
ering cool air to the IT equipment via the room. One 
of the key advantages of this approach is the fl exibility 

that it provides the owner/operator in terms of equipment 
deployment. In principle all that is necessary is to determine 
the maximum power consumption of the equipment and pro-
vide an equivalent amount of cooling to the data center. Why 
then, since we have been building and operating data centers 
for decades using air cooling, do data centers experience hot 
spots and fail to reach their design expectations for capacity?

� is article will explain some of the challenges faced in the 
search for the perfect data center and why, given the variability 
of equipment design and the time varying nature of the data 
center load, CFD is not the only tool to be used in design and/
or management of a data center, but is an essential tool to en-
able maximum performance.

IT EQUIPMENT AIRFLOW IS IMPORTANT DESIGN FOR 
AIRFLOW AS WELL AS KW
Traditional design simply ensured that the cooling system 
provides suffi  cient cooling in terms of kW per area or per 
cabinet. When power densities were low, this was suffi  cient 
since any re-circulation of air only resulted in moderately 
warmed air entering the equipment. Increasing heat densities 
in electronics often results in higher temperature recirculation 
putting equipment at risk. 

� e room cooling performance will be aff ected by the ratio 
of air supplied to the room compared with IT equipment air-
fl ow demand. Too much cooling air (Figure 1, left) results in 
wasted energy with cool air returning unused to the cooling 

The Increasing Challenge of Data Center 
Design and Management: Is CFD a Must?

Mark Seymour, MSEE, MASHRAE, director of Future 
Facilities, started his career developing experiments 

to verify simulation tools he developed in the defence 
industry. In 1988, he moved into the building services 
industry, establishing CFD analysis alongside on-site 
testing and full- and part-scale modelling of the built 

environment. During this time he was responsible for the 
user requirements for the first building HVAC CFD program 

at Flomerics. In 2004 with two colleagues he formed 
Future Facilities and was subsequently responsible for 

development of the 6SigmaDC software for data centers.

Dr. Chris Aldham, PhD, software product manager at 
Future Facilities, has worked in computational fluid 

dynamics (CFD) for over 30 years and for more than 20 
years in the field of electronics cooling. After 16 years 

at Flomerics, Aldham joined Future Facilities to work on 
6SigmaDC, a suite of integrated software products that 
tackles head-on the challenges of data center lifecycle 

engineering (including equipment design analysis) 
through the Virtual Facility.

Matt Warner, BEng, PhD, software product manager at 
Future Facilities, is a mechanical engineer and received 

a PhD in numerical analysis and simulation from the 
University of Bath. For 15 years Warner has developed 

virtual modelling techniques for a diversity of industries 
where physical prototyping is not feasible. Over the last 

five years at Future Facilities, he has worked closely 
with data center professionals to improve resilience, 

energy efficiency and utilization in data centers using 
engineering simulation techniques. 

Hassan Moezzi, director of Future Facilities, has been 
involved with the CFD industry for 25 years. As one of the 

founders of Flomerics (now part of Mentor Graphics), 
Moezzi led the introduction of FLOTHERM, the first CFD 

software for electronics cooling. Moezzi left Flomerics 
in 2004 to set up Future Facilities Ltd, a provider of the 

6SigmaDC suite of CFD-based software solutions for the 
data center and electronics industries worldwide.

Figure 1. Example showing poor airflow balancing with over-supply waste and 
under-supply and recirculation potentially causing overheating.

Mark Seymour, Christopher Aldham, Matthew Warner, Hassan Moezzi 

Future Facilities, San Jose, California, USA

Seymour_ECD11.indd   28 11/14/2011   4:34:28 PM



Heat Transfer
PRIOR PICK UP ????

ITEM™

get to know
Environmental Test & Design (ETD) 
shock

temperature

HALT

waste

sustainability

vibration

acoustics

eco design

HASS

news

standards

compliance

For more information, please contact our Business Development Manager, Bob Poust  
bpoust@etdnews.com | 484-688-0300 ext. 15

An electronic newsletter that focuses on the inter-relationship 
between electronic products, systems and devices and  
their environments.

Visit www.etdnews.com to subscribe today

ETD coverage includes: 

» The impact of shock, vibration, temperature and 
acoustics on electronic products, and how they 
are designed to withstand these influences.

» The impact of electronic products upon their 
environments in terms of acoustical noise,  
vibrations, and other emissions.

» Qualification and analysis of electronic products 
from a lifecycle perspective and the use of HALT, 
HASS, ESS testing and other screening methods.

ETD.indd   1 10/19/2011   7:08:05 PM
Ads__ECD11.indd   28 11/11/2011   12:39:22 PM

http://www.etdnews.com
mailto:bpoust@etdnews.com


30     ElectronicsCooling   December 2011

Figure 2. Example showing several different airflow regimes from equipment. Front to back, upward outflow and mixed side to side and front to back.

Figure 3. Example showing the impact of air volume and temperature rise on the 
flow from a server.

system. Too little cooling air (right) will be compensated for by 
drawing potentially warm ‘used’ air in from the surrounding 
environment risking overheating. The designer must therefore 
consider airflow balance, as well as cooling power, and incor-
porate a strategy to address the changing needs likely during 
the life of the data center.

Impact Of Real equIpment On cOOlIng 
peRfORmance
There are no generally accepted standards for equipment cool-
ing. This provides a blank canvas for the equipment designer 
who can freely choose how to package the equipment and 
cool it. The equipment design will change the equipment’s 
demands on its environment and how best to configure the 
rack and the data center.

This variability in design affects the room cooling require-
ment by drawing air in from differing locations/faces of the 
equipment and similarly exhausting it from different locations 
and in different directions. Historically while servers have 
been generally designed with front to back airflow other equip-
ment has often varied. Figure 2 shows some typical examples.

The choice of flow rate and temperature rise for the equip-
ment also affects room airflow patterns and temperatures. A 
low flow (Figure 3, left) results in slow moving air that rises 
due to buoyancy. At higher flows (right) velocity dominates 
and the air shoots away without rising appreciably.

Flow rate will depend upon equipment design but also on 
operational details such as equipment utilization or environ-
mental conditions. The designer and operator must recognize 
the need for the design to be flexible so it can accommodate 
the change over time. The choice of IT equipment and how 
it is utilized will affect the cooling performance of the data 
center, consequently airflow must be considered throughout 
data center life.

cOnfIguRIng the Data centeR Rack 
cOnfIguRatIOn
The data center is an evolving entity in which deployments 
are easily made but often not easily reversed. In practice the 
consequences of these deployments are often not seen until 
later in the data center lifetime. Failure to plan, allowing for 
the consequences of deployments on airflow and cooling can, 
and commonly does, result in a gradual deterioration of cool-
ing performance and hence capacity of the data center.  It is 
not unusual for a data center to experience cooling difficulties 
and hotspots at only two-thirds design capacity in terms of 
kW equipment deployed. This apparently unusable capacity is 
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often called ‘stranded capacity.’ It is stranded because without 
further assessment and reconfiguration it may not be possible 
to use the full design capacity without creating hotspots.

This is not just a data center issue at room level alone but 
is affected by deployment decisions within the cabinet too. It 
is common to consider issues such as blanking when placing 
equipment in a cabinet but less common to consider equip-
ment interaction. Figure 4 shows the air circulation and tem-
peratures in a cabinet where only two IT deployments have 
been made. First a blade system has been deployed and then 

three 1U servers added in the slots immediately above. In this 
instance the hot air from the blade system is confined to the 
lower part of the cabinet and recirculates under the cabinet 
causing high inlet temperatures and reduced resilience.

If the servers are deployed in the opposite sequence (Fig-
ure 5), with the 1U servers in the lower 3 slots and the blade 
system above, then the recirculation is dramatically reduced 
resulting in lower inlet temperatures and greater resilience.

The configuration of equipment inside the cabinet can 
equally affect room conditions. Figure 6 shows that, with no 

Figure 4. Blade system deployed in cabinet below 1U servers. Figure 5. Blade system deployed in cabinet above 1U servers.
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modification to rack cooling strategy, the room conditions 
and equipment temperatures are dramatically changed when 
front to back ventilated servers are replaced by routers with 
mixed airflow of the same power.

Room ConfiguRation
The primary challenges for the owner operator are:
a.  How to deploy different types of equipment in the data 

center side by side that have different demands for airflow 
and cooling when the data center was intended to provide 
a relatively uniform cooling capability;

b.  How to be prepared for and accommodate future genera-
tions of equipment with characteristics yet unknown.
It is unlikely that the cooling system will deliver airflow and 

cooling uniformly throughout the data center. This means that 
the owner/operator must be aware of the impact of location 
of deployment in the context of the actual performance of the 
data center. Consider a scenario where 2 new Sun M5000s are 
to be deployed. Figure 7 shows the impact is different depend-
ing on choice of installation location even though in principle 
all the chosen locations have space power and cooling.

The different results are not easily predicted using simple 
rules as they result from the combination of equipment heat 

load, equipment airflow but also the configuration, in particu-
lar the interaction between the equipment and room airflows. 

The increase in power density and soaring energy costs, 
combined with the growing awareness of a need for environ-
mental responsibility, has stimulated the fundamental design 
of data center cooling to be revisited. New approaches, such 
as aisle containment, are implemented to increase efficiency 
but the increased efficiency will only be achieved if equipment 
airflows are appropriately controlled/balanced. If this is not 
done potentially high temperature damaging recirculation 
can still occur, Figure 8.

Matters affecting the cooling performance are not limited 
to equipment deployment alone but also the infrastructure 
such as ACU & PDU deployment and location and size of 
cable routes.

So Should Cfd be uSed?
Alternative approaches to design and analysis such as rules of 
thumb and hand calculations or more sophisticated models 
such as modeling using potential flow theory provide an in-
sight into cooling performance. However, they all, to a greater 
or lesser degree, fail to account fully for the important issue 
of airflow and its momentum.

Figure 6. Example showing front to back servers cool while routers are hot in the same configuration.

Figure 7. Example showing 2 different spatial deployments of 2 items of equipment – only option 2 works.
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Computational Fluid Dynamics, or CFD for short, pro-
vides a unique tool capable of modeling the data center and 
equipment installation in conceptual design right through to 
detailed modeling for operation. Providing a 3-dimensional 
model of the facility can account for almost any feature and 
combination of features, in a manner very similar to its use in 
electronic equipment design. However, modeling a data center 
can be somewhat more challenging since the data center is a 
dynamic changing ‘electronics design.’ The above illustrations 
show the potential for CFD to predict the significant impact 
of these small variations.

So, what are the barriers that must be overcome for suc-
cessful use of CFD? From an academic point of view people 
may point to the more theoretical aspects of CFD such as 
turbulence modeling, gridding, solution time and indeed 
including the full physics, but, in practice, these difficulties 
are normally far outweighed by the difficulty of capturing the 
true configuration (such as the features described above) in 
sufficient detail to predict the resulting environment.

CFD can relatively easily be used for concept design de-
cisions but even here there is need for education about the 
significant risk of ignoring equipment type and resulting 
airflow, temperature affects and likely deployment locations. 
For real facilities it is even more challenging and it is essential 
that measurements are made alongside the modeling process 
in order to ascertain that the model reflects reality. Why? 
Because some details can never be represented precisely (e.g. 
unstructured cabling, damper settings …) and others may 
depend on operational factors such as equipment utilization. 
For the latter it is hard to gather airflow and heat dissipation 
data for equipment to be able to characterize them fully in 
deployment. Here the electronics industry can make an 
important contribution by publishing data more openly and 
indicating likely trends for planning purposes.
Once this careful data gathering exercise has been achieved 
then, with the right tools, it is relatively straightforward 
to build a CFD model of the data center and check that it 
reflects reality. Once a ‘calibrated’ model is achieved it can 
be used with reasonable certainty to make deployment de-
cisions and undertake other tests such as failure scenarios 
with confidence. In the view of the authors it is imperative, 

if the potential for stranded capacity is to be minimized, that 
simulations be undertaken frequently to understand the im-
plications of deployment decisions and that monitoring and 
comparison with measured data is made regularly to ensure 
the model continues to reflect reality. With the increasing 
availability of (live) measured data, maturing CFD tools and 
increasing pressure on energy efficiency but still maintaining 
availability, using CFD with an appropriate methodology can 
be a critical tool for design and management. l

Figure 8. Recirculation in a poorly contained scenario.
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The International Technology Roadmap for Semi-
conductors [1] predicts high performance processor 
power density to more than double by the year 2024, 

while during the same time allowable junction temperature 
will decrease from 90oC to 70oC, reducing the junction-to-
ambient temperature diff erence to nearly half. � is combined 
challenge to cooling will require the total thermal resistance 
to decrease by almost a factor of four. Even if these changes 
are only half as great, signifi cant improvements in cooling 
will be required.

Yet independent of increases in power density, advantages 
to improved cooling can be demonstrated. Leakage current 
has become an increasing fraction of processor power with 
each technology node. As leakage current is strongly tempera-
ture dependent, processor power dissipation can be reduced 
through improved cooling. Achievable processor frequency is 
strongly dependent on temperature and voltage. � e voltage 
dependence is approximately proportional, while temperature 
dependence of performance has reduced with each technol-
ogy node. In the near future, the temperature dependence of 
performance may almost disappear. 

� rough improved cooling, temperature can be reduced 
while voltage and frequency are increased, resulting in higher 
system performance. For a given cooling confi guration, a 
combination of voltage and temperature exists which maxi-
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Copeland received his BS from Massachusetts Institute 

of Technology, MS from Stanford University and DrEng 
from Tokyo Institute of Technology, all in Mechanical 
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he worked in packaging and cooling at IBM, Hitachi 
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Intricast, Sumitomo and Showa Aluminum.  Copeland 
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Figure 1. Package and heatsink.
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mizes system performance per watt. At 
higher powers, additional performance is 
achieved at the expense of energy. Such 
increases may be limited by electromigra-
tion and other failure mechanisms, which 
are functions of both temperature and 
voltage. The temperature dependence of 
the leakage current has been increasing 
through recent technology nodes. Sig-
nificant decreases in energy consumption 
and/or increases in processor frequency 
can be achieved through improved cooling.

Leakage Current effeCts
Leakage current is current which bypasses 
the transistor gate, which is always present 
regardless of whether the gate is active, and 
which increases with both voltage and temperature. It can be 
considered as wasted energy, unlike energy used to perform 
computation. 

Leakage current effects have increased as semiconductor 
lithography has progressed well into the subcontinuum range 
[2]. In some ASICs, leakage current can be over half of the total 
power. As the industry moves from 45nm to 32nm to 22nm 
and beyond, designs are intended to limit leakage current to 
about one-third of total power dissipation. Some of this will 
be achieved by lower junction temperatures. The dependence 
of leakage current on junction temperature is also becoming 
stronger. At 65nm, leakage current would change by a factor 
of two over a temperature range of about 45oC; at 32nm, the 
range may shrink to 22oC [3]. So the energy savings due to 
a given temperature reduction will increase with technol-
ogy improvements. From the viewpoint of effectiveness of 
improved cooling, a relevant metric is the percent reduc-

tion in total power versus temperature. Recent observations 
of processors on the market show this to range from about  
0.5%/oC up to almost 2%/oC [4]

Improved CooLIng
Ellsworth and Simons [5] discussed a variety of package 

cooling improvements which could be used to cool up to 
several hundred W/cm2. These began with traditional air cool-
ing of a lidded package as shown in Figure 1. As the thermal 
path through the package substrate offers a high resistance, 
nearly all the heat flows upwards and outwards while spread-

THERMAL 
INTERFACE MATERIALS

Free Samples | Free Product Guide | Application Support | Online Knowledge Center

732.969.0100

HIGH PERFORMANCE & LOW COST OPTIONS
u Gap Filler Pads
u Thin Films
u Greases
u Putty

u Form-In-Place
u Die-Cuts
u Extrusions
u	Non-Silicone

Figure 2. Thermal resistance components. 

nomenCLature for fIgure Legends

Air Using a lidded package and heatsink cooled by air at 35oC

Cold Plate Cold plate is attached to the die by a thermal interface 
material with no lid

Coolant on 
Silicon

Coolant contacts the inactive surface of the die, with no 
interface material

External Cooled by liquid from outside the rack at 25oC

Internal Cooled by liquid contained within the rack, exchanging 
heat with air at 35oC

Lidded Die is covered by a lid which acts as a heat spreader

Metallic Thermal interface material (TIM1) consists of metal

Organic Thermal interface material (TIM1) consists of 
particle-filled epoxy

nomenCLature for eQuatIons

Tj junction temperature                                                           oC

Freq frequency/nominal                                                                -

V voltage                                                                                   V

Pdynamic dynamic power                                                                    W

Pstatic static power                                                                          W

Ptotal total power                                                                           W

Fail failure rate/nominal                                                              -

Packaging and Cooling Configuration
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Figure 3. Component temperatures at nominal frequency. 

ing through the package lid and heatsink base, then finally to 
the heatsink fins and into the air stream. The heat flow path 
is through the following components:

• Silicon die
• Thermal interface material 1 (TIM1)
• Package lid
• Thermal interface material 2 (TIM2)
• Heatsink base
• Heatsink fins
• Coolant

Nonuniformity of power dissipation 
within the die increases package thermal 
resistance above that of a package with a 
uniformly powered by a significant factor, 
typically two or more [6, 7]. For a given non-
uniform power distribution, this factor will 
increase as the thermal path is improved, 
moving asymptotically toward the ratio of 
the highest local power density to the average 
power density.

Recent developments in packaging and 
cooling largely consist of replacing tradi-
tional materials with those having higher 
thermal conductivity. In the package, organic 
TIM1 with metallic or ceramic fillers can be 
replaced by a completely metallic material, 
typically indium or indium alloy. Copper 
package lids can be replaced by composite 

materials, such as aluminum-graphite, copper-graphite, 
aluminum-diamond or silicon carbide-diamond. External to 
the package, heatsinks feature embedded heatpipes or vapor 
chambers, and in some cases the vapor chamber shares a 
continuous vapor/liquid space with heatpipes extending into 
the fins. A cold plate can replace the heatsink or become an 
integral part of the package, acting as the lid. Ultimately, cool-
ant can contact the silicon with no interfaces between. At the 
system level, liquid can be used to transfer heat to air through 
a liquid-to-air heat exchanger, to another liquid through an 

interface or liquid-to-liquid heat exchanger, or the liquid 
can flow across the system boundary to transfer heat to the 
data center and beyond. Such technologies are described in 
detail by Kang and Miller [8].

Performance modeling
The processor has a nominal power dissipation of 240W, 
operating at nominal conditions of 0.85V and 95oC.

Thermal resistance components of various combinations 
of packaging and cooling are shown in Figure 2. Values 
shown are typical for a die approximately one square inch 
(645mm2) in modern flip-chip packaging. Design variations 
consist of the following:

Package thermal interface material (TIM1) - The TIM1 
can be organic or metallic in a traditional lidded package.  

Coolant on silicon removes the TIM1 and lid or cold plate, 
simplifying package construction.

Package types can be lidded, which requires another 
thermal interface material (TIM2) or cold plate lid, which 
eliminates TIM2.

The system cooling configuration can be one of three 
types:

• Air, in which all heat is dissipated to the air stream 
without liquid as an intermediary. In this case the air 
stream is fixed at 35oC, the allowable limit for a typi-
cal data center.

• Internal liquid, in which liquid is used to transfer heat 
to the air stream.

• External liquid, in which heat is transferred to liquid 
without air as an intermediary. In this case, the external liq-
uid temperature is fixed at 25oC, slightly above the allowable 
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Figure 4. Processor frequency. 

maximum dewpoint of a typical data center.
Electrical performance is based on a generic technology 

representative of recent and upcoming process nodes, and is 
modeled by a few simple assumptions:
In the region of interest on gate-dominated paths, achievable 
frequency is assumed to be proportional to voltage:

Freq  V                 [1]

Dynamic power to be proportional to frequency times volt-
age squared:

Pd  FreqV2                 [2]

So dynamic power becomes proportional to voltage cubed:

Pd  V3                     [3]

Static power (leakage current) is also proportional to volt-
age cubed. 
At nominal conditions, static power is fixed at 35% of dy-
namic power:

Ps / Pt = Ps / Pt = Ps / (Ps + Pd) = 0.35             [4]

Dynamic power is assumed to change by a factor of two every 
22oC, expressed by:

Pd  exp[0.0315(Tj - 95)]               [5]

At nominal frequency (and voltage) the temperatures 
of various packaging components are shown in Figure 3. 
While most of the temperature reduction is due to improved 
cooling, some is due to the reduction in dynamic power. 
This positive feedback converges toward a lower operating 
temperature.

Reliability ConCeRns
One practical limit to increasing power is reliability, which 
is typically dominated by gate oxide  failure. This is assumed 

to change by a factor of two every 10oC 
(typical of modern technology nodes, and 
happens to be equal to an often misapplied 
rule of thumb which has been around for 
decades) and/or every 15mV in the present 
study, resulting in:

Fail  exp{[0.0693(Tj - 95)] + 
[46.4(V - 0.85)]}            [6]

As the cooling performance is increased 
and thermal resistance is reduced, the 
reliability limit is reached at decreasing 
temperatures, higher voltages and slightly 
higher power than nominal. Ultimately 
leakage current is reduced to only one-
seventh of its nominal value.

FRequenCy impRovements
Permitting the processor to operate at the highest combina-
tion of temperature and voltage, while maintaining gate oxide 
reliability equal or better than that of the nominal case, results 
in frequency improvements as high as 19%, as shown in Fig-
ure 4. The slopes of the lines from the origin to the operating 
point are proportional to computational efficiency, defined as 
frequency divided by power. In this case, as voltage is lowered, 
efficiency improves monotonically, with packaging and cooling 
technology making very little difference at the lowest values.  

18 Meadowbrook Dr. Milford, NH 03055 • 1-877-DEGREEC • sales@degreeC.com
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Figure 6.
System
efficiency. 

SyStem Performance
If the processor provided all or nearly 
all of the power dissipation in a system, 
very low voltage (and frequency) opera-
tion would be most efficient. But proces-
sors consume, in all but a few cases, less 
power than memory. Volume systems 
typically feature fewer dual inline 
memory modules (DIMMs) per socket 
than high-end systems. High-end sys-
tems have been described as large boxes 
of memory with other hardware to drive 
it, and this is a reasonable description 
in terms of power dissipation, volume 
occupied and component cost.

Adding a constant memory power 
load changes power per socket and 
system performance to that of Figure 5. 
In this case memory power is equal to 
twice that of nominal processor power, 
typical of a modern high-end system. 
System performance is assumed to 
scale with the square root of proces-
sor frequency. This exponent relating 
processor frequency and system per-
formance is at the low end of the range 
seen, which approaches a value of one at 
the high end and is strongly dependent 
on the program being exercised.

Unlike the example of a processor only, an optimum oper-
ating point at which the slope of power versus performance 
is maximized falls close to the midpoint of the range evalu-
ated. This is slightly different for each packaging and cooling 
configuration. Dividing performance by power provides 
computational efficiency, which is shown compared to the 
nominal configuration in Figure 6. Here the optimum operat-
ing condition shifts to lower power as cooling is improved.

total coSt of ownerShiP
While maximization of computational efficiency in terms 
of energy has been demonstrated, the total cost of owner-
ship should be considered. Until just a few years ago, capital 
expenditure on computing equipment dominated energy 
cost, and the two expenses were the concern of different 
organizations with little communication. Recently higher 
energy costs, much higher energy usage and environmental 
concerns have resulted in a more holistic view of data center 
cost and efficiency.

In the present study, computing equipment cost is fixed 
to be equal to that of energy cost. At 11.4 cents per kilowatt-
hour, a continuous watt of electricity costs exactly one dollar 
per year. This is close to an average data center's electricity 
cost, so a rough approximation can be made that lifetime 
energy cost of a server in dollars is equal to its average 
power consumption in watts times its operational lifetime 
in years. Equal capital energy costs could thus be a server 
with a five year lifetime and capital cost equal to five times 
power consumption, for example.

Figure 7 plots normalized total cost of ownership (TCO) 

Figure 5.
System
performance. 
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Figure 7. System performance versus TCO. 

versus economic computational efficiency, 
a term invented for this study and defined 
as system performance divided by TCO. 
All optimum values feature TCO below 
the nominal value, and improvement in 
economic computational efficiency can be 
as high as 7%. As this is a simple model, 
some factors are neglected, which will 
alter the results if included. The cost of 
floorspace may be an additional factor, 
tax incentives and deductions will alter 
TCO calculations. Additional equipment 
external to the computing must be added 
or removed.

ConClusions
A case study showing energy reduc-
tion and/or performance maximization 
through improved cooling of a typical modern high-end server 
has been performed. In both energy efficiency and economic 
computational efficiency or TCO minimization, an optimum 
frequency (and voltage) exists for each packaging and cooling 
configuration. As cooling is improved, the advantage becomes 
more favorable. Energy computational efficiency can be in-
creased to 15% above nominal, and economic computational 
efficiency can be increased to 7% above nominal. More detailed 
models will shift the values but should follow the same general 
trend. Lower temperature operation of processors is an avail-
able design option with immediate rewards.
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